
S E R V I C E  O N E - P A G E R

AI Security Advisory Retainer
Senior AI security leadership without the $300K+ full-time hire. Embedded, async-first, EU-based,

billed monthly at one published price.

Why this fits

Most companies building with AI need senior AI security expertise long before they can justify a full-time hire.

Enterprise customers start asking AI security questions in procurement. Regulators follow. Hiring for it takes six

months and lands a $300K-plus candidate who can credibly handle agentic systems, MCP, and RAG security.

The retainer puts that expertise on your side of the table now. I work as the embedded AI security lead, focused on the

work an in-house lead would be doing. Async-first: roughly 80% of the output is written threat models, policy

documents, questionnaire responses, and code-review comments. Calls are the exception, not the default.

Price

€8,000
per month, excl. VAT

Roughly 16 to 20 hours a month, async plus two calls.

Three-month minimum, then month-to-month with 30 days' notice on either side. Invoiced
monthly by Molnsys AB (Swedish F-skatt); EU businesses outside Sweden are reverse-

charged on a valid VAT number.

If your AI surface is not changing month to month, a fixed-scope engagement is the better buy — the €3,500 AI Security Sprint

or the €18,000 Agentic AI Security Review. I will say so on the call.

What you get every month

AI security policy ownership — initial creation, then updates as your stack evolves.

Threat model review for any new agent or LLM feature shipped that month.

Questionnaire support — answers to the AI sections of incoming customer security questionnaires. This alone

often justifies the retainer.

Vendor and model provider reviews when you adopt a new provider, evaluation framework, or AI-adjacent tool.

Monthly written report on posture, open risks, and what changed.

Async availability via Slack or email for engineering questions throughout the month.



How it starts

FIRST  STEP

30-minute scoping call

MONTH ONE

Policy baseline + first threat model

MINIMUM TERM

Three months, then month-to-month

NOT ICE

30 days, either side

CONFIDENT IALITY

Mutual NDA before kickoff

LIABILITY  COVER

€5M professional indemnity

BASED

Sweden (CET) · async-first

ENT ITY

Molnsys AB · Swedish F-skatt

We agree on the call what the first month covers — usually the policy baseline and a threat model of whatever ships

next. No unpaid pilot, and no discovery process to find out the price.

Why it works with someone in Sweden

Time zones

Sweden afternoon overlaps with US East Coast morning — workable for one to two scheduled calls per week with ET

clients. Pacific-only schedules are a poorer fit.

Async-first by design

About 80% of the work is written: threat models, policy documents, questionnaire responses, code-review comments.

Calls are the exception.

Your team is probably already global

If your engineers are in Lisbon, Tel Aviv, or Bangalore, adding Gothenburg to the mix is the smallest stretch.

Who is delivering it

Amine Raji — contributor to the OWASP Top 10 for Agentic Applications 2026, CISSP, PhD, 15+ years in enterprise

security. Sample artifacts (AI security policy excerpt, monthly report excerpt, threat-model review example) available

on request.

Start with a 30-minute scoping call. We cover your stack, your team, and the AI security questions that
have come up so far — then agree what month one covers. Book at molntek.com/book.

Molntek · Molnsys AB — AI security for teams building with AI agents. molntek.com

https://molntek.com/book

